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Abstract.  We describe two complementary methods for obtaining the
principal objects, characters and scenes in a video. In one ve use the
temporal editing structure of the shots to cluster the video into parts that
play in the same physical location. In the other method we “di scover' the
principal objects, characters and scenes by measuring the e-occurrence
of spatial con gurations of viewpoint invariant features. The video can
then be annotated with these objects, locations etc.

The problem is challenging rstly because an object can undergo substan-
tial changes in imaged appearance throughout a video (due to viewpoint
and illumination changes, and partial occlusion), and secondly because
con gurations are detected imperfectly, so that inexact pa tterns must be
matched.

The novelty of the method is that viewpoint invariant featur es are used,
and that (in the second method) e cient methods from the text analysis
literature are employed to reduce the matching complexity.

Examples of the scenes and discovered objects (at various satial scales)
are shown for several episodes of the situation comedy “Fawly Towers'.
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1 Introduction

The objective of this chapter is to discover the principal locations/places and ob-
jects/characters that appear in a sitcom. Once these have ben discovered, then
they can be labelled (manually) and this then provides annoation throughout
the video. The methods will be illustrated for several episdes from the BBC
situation comedy \Fawlty Towers". Results of the annotatio ns provided by the
methods described here are given in chapte??.

Section 2 describes a method employing the temporal editing structue in
order to discover locations. The goal is to assign a locatiofabel to each frame
of the video. To reduce the data, rst a shot characterization by key frames is
performed. The main problem is that some frames do not give ayinformation
about the location, e.g. close-up views of actors with no vibkle background.

We overcome this problem by exploiting the temporal relations in a movie.
First we cut the series of key frames into story parts or sceng which play in one
location. In a second stage these scenes are clustered aatiog to the background
appearance. Location labeling is then possible with minimhhuman supervision.

Section 3 describes a method to extract signi cant objects, charactes and
scenes by determining their frequency of occurrence. For exnple, a particular
object or set that occurs often in episodes (e.g. the lobby inFawlty Towers") will
be ranked higher than those that only occur infrequently (eg. a brief exterior
shot of the hotel). The method is based on counting the occurnces of viewpoint
invariant object descriptors throughout the video, and can operate at di erent
spatial scales.

This task is clearly related to data mining, or knowledge disovery, in large
databases. Even in the case of text, where mining is quite swessful, this is seen
as non-trivial. However, text has the advantages of having agrammar and sen-
tences. This gives a natural granularity to the task { documents can be clustered
for example on co-occurring words within sentences. The visal task is substan-
tially more challenging. First, there is no natural segmenftion into sentences
within an image, indeed there is not even a natural ordering 6an image. A solu-
tion to this problem in natural language analysis is to use a Bding window [11]
to measure word co-occurrence. In this chapter we borrow thédea of a sliding
window, which here becomes a sliding region. A second reasahne visual task
is challenging is because the visual descriptors may not mah (they may be
occluded, or not detected) or even mismatched.

2 Discovering Locations

2.1 Introduction

In this method our goal is to recognize theplace or location of each image frame
of a video sequence. This can be used as a part of the automaticanscription
of videos. We tested our methods on episodes of sitcoms (s#tion comedies),
where the number of locations Imed throughout the movie seaqience is relatively
small.



The aim is not actually recognition, but clustering of the locations. The
approach we follow consists of the unsupervised sorting ofllathe frames of a
video sequence in groups. Ideally, each group contains alhé frames which are
Imed at one location or with one particular background, alt hough the viewpoint
can change substantially. In a second phase, fast and easyspection yields these
clusters to be labeled with names likdliving room, kitchen, and so on. This way,
all frames of a movie sequence receive a certain location lebwith minimal
human intervention.

The main problem faced with is that it is not possible to extract location
information out of each single frame. In a sitcom, up to 50% ofthe frames are
close-ups of actors with no viewable background, giving nolae at all about
the location. In our approach, this is solved by bringing in the temporal dimen-
sion: if a frame is recognized to be taken in a certain locatio, the surrounding
frames will most probably also be taken there when we can't sit directly. This
is exploited by our method by rst segmenting the video sequeéce in higher
level parts of which we know that they play in one physical loation, namely
emphscenes.

Note that the concept location is not always neatly de ned. In many movie
environments it is not clear where a certain location stopsand another location
begins. In our work, with sitcoms as input data, we de ne a loation as a room,
only connected to other locations with doors and other smallpassage ways.
Figure 1 gives an artist's impression of the lay-out of the ground oor of the hotel
where the Fawlty Towers sitcoms play. The di erent rooms labeled are seen as
separate locations. Also, one 'outside’ location is addedin other circumstances
location de nitions can be much less straightforward. Therefore, an algorithm
can not be totally automatically, and needs minimal human intuition input.

FAWLTY TOWERS
FLOORPLAN A.

B) DRAWING ROOM
C) OFFICE

D) RECEPTION

E) STAIRS

F) KITCHEN

G) DINNING ROOM

Fig.1. An artist's impression of the ground oor of the Fawlty Towers hotel,
showing the di erent locations.
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The next sections give an overview of the di erent phases of te method.
Section 2.2 explains the extraction of key frames. In section2.3 we shed light on
the scene segmenting algorithm used to incorporate tempotanformation. The
clustering of these scenes and the assignment of locationHals is explained in
section 2.4. Finally, in section 2.5 we detail the human-guided location labeling
of the scenes.

2.2 Extraction of key frames

A video sequence is built up as a sequence ahots A shot is a sequence of
consecutive frames taken from the same camera, and lasts gnh few seconds
at most. In the case of a steady shot, the camera was stationgrand only the
actors move. In that case only one of the frames in the shot mude processed in
order to gather information about the background. In this manner the number
of input data is greatly reduced. We use the algorithm of Osia et al. [?] to
detect shot boundaries and extract for each shot one charaetistic frame, i.e.
the key frame With these key frames (a sitcom of half an hour only results n a
few hundred key frames, out of ten thousands of frames) we waérfurther.

In case of a moving shot, i.e. the camera position changed wli taking the
shot, this algorithm extracts more key frames. In that case ve do not use the
keyframes of that shot. This is done for two reasons. Firstlythe moving camera
sweeps in many cases over di erent locations so that no singllocation label can
be assigned to that shot. Secondly, the fast movement of theamera induces a
lot of motion blur on the background. The actor which the camera is following is
clear, but with the blurred background image data no accurae location recog-
nition can be achieved. Fortunately, in the kind of video data we are using very
few of these moving shots occur, so neglecting them is not haring the result.
Nevertheless, our method will assign a certain location labl to this shot based
on the surrounding shots, which is mostly correct. Indeed, fi the moving shot
stayed within one location the label will be correct; if the moving shot occured
at a transition of locations at least some of the frames of theshot are labeled
correct.

2.3 Scene segmenting

A sceneor story unit is the next hierarchical level in video data, above frames
and shots. A scene consists of a part of the sitcom story, whitis played in one
physical location, and with more or less the same actors invoed.

We segment the video sequence in scenes. In a scene, there iteadency
to repeat resembling shots. For instance, in a conversatiotetween two actors,
the shots show rst the two actors, then actor A in close-up, then actor B in
close-up, than again actor A, than both of them, and so on. We an compute the
coherenceof a scene by looking at the density of the repetitions of shat from
the similar viewpoints.

The method we developed is inspired by the work of Kender and ¥o [?]. For
each transition from one key frame (shot) to the next, we compite a coherence



value. This value is large if on both sides of the transition esembling key frames
appear. It is low if there are no corresponding key frames onach side of the
transition. Local minima in the coherence function should then result in scene
boundaries.

The resemblance or similarity between two key frames is comyted as the
inverse of the distance between the image color histogram$or each key frame
the similarity with every key frame earlier in time is computed and multiplied
by an exponential forget function; the farther away in time, the less relevant it
is.

For each key frame transitioni, we compute a coherence value(i):

X o (+k)=d

D(li jili+k)’
where d is a time window size (15 in our experiments), related to the &erage
scene length.D(l,;1p) computes the visual distance between key frame and

key frame b. If this value is computed for each key frame of the sequencea
coherence function as shown in gure2 appears.
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Fig.2. The coherence function of the Fawlty Towers sitcom episodeA' Touch
of Class', consisting of 346 key frames. Local minima give &me boundaries.

It is straightforward to compute scene boundaries from this function. The
local minima (in a certain window) give them directly. These boundaries indeed
are approximately the places where the location changes irhe video. Sometimes
there are boundaries where this is not the case. But that is ng@roblem, because
the next clustering step will glue these parts back together A worse problem
are location changes that are not recognized. Happily enougthese are very rare
(approximately one in an entire episode).

A reason not to use histogram distance as visual comparison easure is
the sensitivity to di erent illumination conditions. If th e illumination changes



between similar key frames, this measure will see it as di een key frames. But,
this is no problem since we only work in a small time interval where illumination
conditions do not often change. Moreover, if a change of illmination eventually
results in a erroneous scene boundary, the scene clusteristep will mostly unite
these two parts again.

The scene boundaries found are not very precise on the exaaidation transi-
tion. Sometimes the boundaries are one key frame too early doo late. That is
why in the next steps we don't look at key frames close to the sene boundaries.

2.4 Scene Clustering

The product of the former algorithm is a number of scene, grops of key frames
who are supposed to be Imed at the same physical location. N step is compar-
ing the backgrounds of these scenes to see if both play in thatlentical location.
If this is the case, we can cluster them together for later lakeling.

Because now we are comparing video data across the movie, stmed at
di erent times, the illumination can not anymore be assumed to be constant.
Therefor, we can not rely on histograms. Another powerful maching technique
is the use of local invariant features. For each pair of imagg the matching
invariant regions can be found. In this work, we use two di erent types of local
invariant features, both developed to do wide baseline mataing. This makes it
possible to recognize objects on the background even if theiew point di ers
substantially.

Elliptical a ne invariant regions around intensity extrem a: These regions, de-
veloped by Tuytelaars et al. [24] are constructed around interest points in the
image and adapt their shapes a nely according to the image caotent. In that
way matching regions overlay the same physical part of the ssne object. The
interest points used are intensity extrema. The shape of theegion is found by ex-
amining rays emanating from that interst point. The point on each ray for which
a function f(t) reaches an extremum is selected. Linking thee points together
yields an a nely invariant regions, to which an ellipse is t ted using moments.
To nd correspondences between two images, rst all regionsin these images
are extracted independently. A global color moment based decriptor is used to
nd matching candidates across the images. A nal test usingnormalized cross
correlation yields con dent matches. An example of the matdes found using
this technique is shown in gure ??, a.

Vertical column invariant features: In order to achieve the same matching perfor-
mance as the former regions, but with much less computationitne, we developed
the vertical column invariant features [?]. Using these matches, the computation
time needed to nd correspondences between two images of w® resolution is
reduced from multiple minutes to less than half a second. Tté enables quasi-
real time wide baseline applications and facilitates enormusly the processing of
large amounts of video data. To be able to achieve such a speeg, two natu-

ral constraints, on the camera position and on the environmat, are used. The
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rst constraint implies the forward looking camera to be moving in a horizontal
plane while only rotating about an vertical axis. A second castraint asks for
enough vertical elements in the environment. Both constrants are satis ed for
many images in sitcom video data. The gaze direction of the aaera is mostly
horizontal, while the environment contains many vertical walls, doors, furniture

parts, etc. The algorithm consists of scanning the image colmnwise and detect-
ing features between two locally maximal peaks of the gradiet. The regions are
characterized by a descriptor value containing illumination invariant color in-
formation, cosine-transform compressed intensity infornation, and geometrical
information. Features are matched computing Mahalanobis dstances between
these descriptor vectors. Fast comparison is achieved by Ktree indexing. An
example of the matches found using this technique is shown irgure 3, b.

a b

Fig. 3. (a) Two frames from the "Fawlty Towers' episode "A Touch of Chss', with
found intensity based feature correspondences superimped. (b) Two frames
with detected a ne vertical column feature matches superimposed.

The similarity between two images used in the described scenclustering
algorithm is than number of feature matches found, normalizd by the average



number of features extracted in the images:

_#(fi 1))
Si = ST @)
2

where the #()-operator stands for the cardinality of the set, 'the number of...",
fi is a region in imagei, and the  sign means a match. Because typically
maximally only 20% of the regions in one image can be matched similarity of
0.2 is considered as very resembling.

Ideally, we compare every key frame of a scene with every otheeyframe
outside that scene. This would lead to a totally lled similarity matrix. How-
ever, because this would need many unnecessary matching cpatations, we
rst select a small number of candidates to perform the featue matching on.
For each key frame we nd a small number (6 in our experiments)matching
candidates, picked out based on histogram similarities. Aditional constraints
on the candidates are that they are not in the query scene, anchot lie close to
scene edges. For all of these candidates the similarity badeon invariant feature
matching is found. This results in a sparse lled key frame smilarity matrix.
From this key frame similarity matrix, the scene similarity matrix is computed.
The similarity between two scenes is computed as the sum of lathe key frame
similarities between these two scenes, divided by the produt of the number of
key frames in each scene.

Than the actual scene clustering can be done. From the resulig similarity
matrix we build up a dendrogram using a group-average (also alled average-
link) clustering algorithm citecutting92scattergather. This dendrogram, as an
example the computed dendrogram for the Fawlty Towers episde 'A Touch op
Class' is given in image4, facilitates human supervision for location labeling.
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Fig. 4. Dendrogram with scene clustering results. On the horizontaaxis scene
numbers are shown the vertical axis gives the scene dissiarity.



10

2.5 Location labeling

Using the dendrogram as input, a user can very easily do the lzeling of the
scenes. Only a minimun of frames must be inspected, and the selt of our
multi-stage clustering is that every single frame of the movwe has received a
location label.

Figure 5illustrates the labeling process. User input is needed to $e¢hreshold
for the scene similarity an input the textual labels. By choosing the similarity
threshold (or, as in the given example the dissimilarity threshold), a user can
choose the 'size' of a location. By letting a user do this we eade solving the
theoretical question of the de nition of a location. Once a threshold is set, the
dendrogram falls into pieces which all represent a clusterfoscenes that are most
probably Imed at the same location. Inspecting one frame ofeach of those
clusters is enough to label all frames in th movie.

T ini / Il
Lobby Dining Ha
B

ar Outside

Fig. 5. lllustration to the labeling process.

The algorithm results are good. If a similarity threshold of 0.98 is set the
dendrogram falls apart in 4 pieces, each consisting of onlycenes of one location.
Every scene was grouped correctly. Of the 346 key frames, gn6 are recognized
in the wrong physical location. This is mainly due to the scere segmenting
technique. As sead, the scene boundaries are not very preeiset, and there is
one scene consisting of two physical locations.

3 Discovering Objects and Characters

In this section, the objective is to extract signi cant obje cts, characters and
scenes in a video by determining the frequency of re-occumee of spatial con-
gurations. The intuition is that spatial con gurations th at have a high rank
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will correspond to these signi cant objects. For example, he principal actors
will be mined because the spatial con guration correspondig to their face or
clothes will appear often throughout a video.

Our aim is to identify frequently co-occurring parts of the visual scenerather
than the image { if an object is imaged at twice the size in one fame as another
we would wish to identify these as two instances of the same géct, even though
the image region covered is very di erent. For this reason ou visual descriptors
must be invariant to at least scale, and we will employ desciptors that have
a ne invariance. An example of a typical cluster that is obta ined using the
methods of this chapter is shown in gure 6.

Previous work has applied clustering methods to detected fees in videos §,4]
in order to automatically extract the principal cast of a movie. A similar ap-
proach could be used to cluster other object classes that canow be fairly reli-
ably detected, for example cars1,20], and the method of chapter??. However, in
the method investigated here spatial con gurations are clstered directly, rather
than rst detecting object classes and then clustering within these classes. Pre-
viously, co-occurrence clusters have been used to supporéxture classi cation
and segmentation. For example Schmid 18] and Lazebnik et al. [8] clustered
co-occurrences of textons and viewpoint invariant descrifors respectively.

In the following sections we rst provide a review of the visual descriptors
used (section3.1) for image representation. We then describe the spatial con
guration of these descriptors (section 3.2), and the method of computing the
frequency of occurrence of these spatial con gurations aass all frames of the
video (section 3.3). Examples of the resulting clusters are given (in sectior3.4)
and we also discuss the issue of assessing ground truth on kaswith this quantity
of data.

We will illustrate the method on the running example of the "Fawlty Towers'
episode A Touch of Class'. The video is rst partitioned into shots using stan-
dard methods (colour histograms and motion compensated cis-correlation PJ),
and the signi cance of a cluster will be assessed by the numbeof shots and
keyframes that it covers.

3.1 Quantized viewpoint invariant descriptors

We build on the work on viewpoint invariant descriptors which has been devel-
oped for wide baseline matching 2,14,17,23,24], object recognition [10,15,16],
and image/video retrieval [19,21].

The approach taken in all these cases is to represent an imadey a set of
overlapping regions, each represented by a vector computeftom the region's
appearance. The region segmentation and descriptors are btwith a controlled
degree of invariance to viewpoint and illumination conditions. Similar descrip-
tors are computed for all images, and matches between imagesgions across
images are then obtained by, for example, nearest neighboumatching of the
descriptor vectors, followed by disambiguating using locaspatial coherence, or
global relationships (such as epipolar geometry). This appach has proven very
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Fig.6. (a) Two frames from the "Fawlty Towers' episode "A Touch of Chss'.
(b) The two frames with detected a ne co-variant regions superimposed. The
three types of a ne co-variant regions used are shown in di erent colours: Shape
Adapted (white), Maximally Stable (yellow) and Intensity E xtrema (cyan). (c)

An example of a scene region that has been automatically "'mad’ because it
occurs frequently throughout the episode. This particular region is detected in
25 shots. (d) Close-up of the region with a ne co-variant regions superimposed.
A subset of these ellipses correspond, and it is this corresmdence that supports
this particular cluster.
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successful for lightly textured scenes, with robustness upo a ve fold change in
scale reported in [L3].

A ne co-variant regions: In this work, three types of a ne co-variant regions
are computed for each frame. The rst is constructed by elligical shape adap-
tation about an interest point. The implementation details are given in [L4,17].
The second type of region is constructed using the maximallystable procedure
of Matas et al. [17] where areas are selected from an intensity watershed im-
age segmentation. The third type of region is constructed byexploring image
intensity structure along lines emanating from a local intensity extrema [24].
All three types of regions are represented by ellipses. Thesare computed at
twice the originally detected region size in order for the inage appearance to be
more discriminating. For a 720 576 pixel video frame the number of regions
computed is typically 1000-2000. Examples of the detectedagions are shown in
gure 6(b).

Each elliptical a ne co-variant region is mapped to a circle, and then repre-
sented as a 128-dimensional vector using the SIFT descriptaleveloped by Lowe
[10]. Combining the SIFT descriptor with a ne covariant region s gives region
description vectors which are invariant to a ne transforma tions of the image.

Vector quantized descriptors: The SIFT descriptors are vector quantized using
K-means clustering. The clusters are computed from 474 frams of the video,
with about 6K clusters for Shape Adapted regions, about 10K tusters for Maxi-
mally Stable regions, and about 5.5K clusters for IntensityExtrema regions. All
the descriptors for each frame of the video are assigned to éhnearest cluster
centre to their SIFT descriptor.

Vector quantizing brings a huge computational advantage beause descrip-
tors in the same clusters are considered matched, and no furer matching on
individual descriptors is then required. Following our previous work [21] we will
refer to these vector quantized descriptors avisual words

As in [21] very common and uncommon words are suppressed. The frequen
of occurrence of single words across the whole video (databe) is measured, and
the top and bottom 5% are stopped. This step is inspired by a sbp-list in text
retrieval applications where very common words (such as "tl") and very rare
words are discarded. A stop list is very important in our case since otherwise
features (such as specularities) that occur very frequenyl (in almost every frame)
dominate the results.

Final representation: The video is represented as a set of key frames, and each
key frame is represented by the visual words it contains andheir position. This

is the representation we use from here on for data mining. Theoriginal raw
images are not used other than for displaying the mined rest$. Thus the Im

is represented by an,, by ny matrix Mwheren,, is the number of visual words
(the vocabulary) and ny the number of key frames. Each entry ofMspeci es the
number of times the word appears in that frame.
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Fig. 7. Two de nitions of a spatial con guration. (a) An area (squar €) centred
at an ane covariant region. (b) The convex hull of the region's N nearest
spatial neighbours. The gures show, for each de nition, an a ne geometric
transformation between two frames. Note that in (a) the mapped region is not
square, but in (b) the convex hull is mapped to the convex hull The convex
hull con guration, (b), is similarity invariant provided n o regions are missing
or mismatched (it is not a ne invariant because anisotropic scaling does not
preserve relative distances). In this work (b) is used.

3.2 Spatial con guration de nition

We wish to determine the frequency of occurrence of spatial@an gurations in

scene space throughout the video. This immediately raiseswo questions: (1)
what constitutes a spatial con guration? i.e. the neighbourhood structure and
extent; and (2) what constitutes a viewpoint invariant matc h of a spatial con-
guration across frames?

For example, one natural de nition would be to start from a particular de-
tected elliptical region p in one frame and de ne the neighbourhood as all de-
tected regions within an area (a square say) centred op. The size of the square
determines the scale of the con guration, and the neighbous of p. In other
frames detected elliptical regions matchingp are determined, and a match be-
tween p and p®in a second frame also determines the 2D a ne transformation
between the regions. This a ne transformation can then be used to map the
square surroundingp to its corresponding parallelogram in the second frame,
and thereby determines the neighbours op®in the second frame as those ellip-
tical regions lying inside the parallelogram. The two neigtlbourhoods could be
deemed matched if the a ne transformation maps all the elliptical neighbours of
p onto corresponding elliptical neighbours ofp®. These de nitions are illustrated
in gure 7(a).

There are a number of problems with such a strict requirementfor matching.
Foremost is that many of the neighbours may not match for a vaiety of reasons
including: (i) they are not detected in the second frame due b feature detection
problems or occlusion, or (ii) they are not mapped by an a ne transformation
because they lie on a non-planar surface or another surfacatirely, or (iii) the
a ne transformation is not su ciently accurate since it is o nly estimated from
a “small' local region.
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The approach we adopt here is to use the data itself to de ne tle neighbour-
hood. To be de nite the neighbourhood of an elliptical region p is the convex
hull of its N spatial nearest neighbours in the frame (see gure7(b)). Similarly
the neighbourhood of the matching regionp? is the convex hull of its N nearest
neighbours. The two con gurations are deemed matched iM of the neighbours
also match, where usuallyM is a small fraction of N (e.g. 3 out of 30). Thescale
(extent) of the neighbourhood is governed byN .

These de nitions have the advantage of being robust to the erors mentioned
above (unstable a ne transformation, some neighbours not matching, etc). The
apparent disadvantage in the neighbourhood de nition is that it is not invariant
to changes of scale. For example if the frame op® is imaged at higher zoom
than that of p, then one might expect that there will be additional ellipti cal
regions detected aboutp® because extra textured detail can be resolved. In turn
this would mean that the N neighbourhood ofp® will only be a subset of theN
neighbourhood ofp. However, providedM neighbours ofp are included in this
subset then the con gurations are still matched.

It might be thought that such a loose de nition would give ris e to many
false positive matches of neighbourhoods, and although tts® occur, they can
be removed with further geometric Itering. For example, th e corresponding
regions could be required to be in a star graph con guration f]. We found
that using the relative scale between the matched regiong and p° to map the
neighbourhood (experiments not included here through lackof space), generates
more false positives than the neighbourhood de nition abowe. This is because
an overestimation of the scale change maps a small set of ndigours onto a
large set, and the chances of some of these matching is thencieased. Other
examples of geometric Itering are mentioned in the following section. What is
most important is not to miss any matches (i.e. no false negaves).

Since the elliptical region descriptors are vector quantied into “visual words'
we are essentially describing each neighbourhood simply a& “bag of words',
where the actual spatial con guration of the words is not signi cant within the
neighbourhood.

In the following section we investigate the frequency of a co guration's
occurrence over a range of scales withl = 30;50; and 100.

3.3 Implementation

In this section we describe the data structures and algoritims that are used to
e ciently compute the frequency of occurrence of the neightourhoods de ned
in the previous section.

The algorithm consists of three stages. First, only neighbarhoods occurring
in more than a minimum number of keyframes are considered forclustering.
This ltering greatly reduces the data and allows us to focuson only signi cant
(frequently occurring) neighbourhoods. Second, signi cat neighbourhoods are
matched by a progressive clustering algorithm. Third, the resulting clusters are
merged based both on spatial and temporal overlap.
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To avoid prohibitive computational expense, in the rst sta ge neighbour-
hoods are conditioned on a detected region, and a neighbouolod match is only
considered further if this central region is matched. Howeer, the second stage
allows neighbourhood matches missed due to non-matched cieal regions to be
recovered.

These stages are now explained in more detail. We will use thearticular
example of a neighbourhood de ned byN = 30 descriptors, of whichM = 3
are required to match. The episode is represented by a set 0f895 keyframes (a
keyframe every second).

Neighbourhood representation matrix: The N-neighbourhood about each de-
tected region is represented as a (very sparsef-dimensional vector

where m is the number of visual words. The vector is binary, i.e. enty X; is
set to 0/1 depending whether visual wordi is absent or present within the
neighbourhood. Comparing two neighbourhoods, j can be naturally expressed
as a dot product between their corresponding vectors;” x;. The value of the
dot product is the number of distinct visual words the two neighbourhoods have
in common. Note that the binary counting discounts multiple occurrences of a
visual word within the neighbourhood. This naturally suppresses (1) repeated
structures (such as windows on a building facade), and (2) mitiple rings of
the feature detector at a point (a known problem [L4]). The whole video is than
represented by am n matrix X=[X1:::Xj :::Xn], wherem is number of visual
words and n is the number of neighbourhoods extracted from the video. Nte
that both m and n can be quite large, e.gm is typically 16K-22K and n could
be several million. Note that matrix Xis very sparse, roughly 0.11% entries are
non-zero in the case of the 30 neighbourhoods.

Stage |: neighbourhood stability Iter: The goal here is to e ciently extract

neighbourhoods occurring in more than a minimum number of kgframes. Similar
“minimum support pruning' techniques are a common practican the data mining
literature [5].

Two neighbourhoods are deemed matched if they have at lead¥l visual
words in common, i.e. if the dot product of their corresponding neighbourhood
vectors is greater thanM . The di culty is that comparing all neighbourhoods
against each other is aO(n?) problem in the number of neighbourhoods. To
reduce the complexity of the matching we use that fact that neghbourhoods are
constructed around a central visual word, and therefore ony neighbourhoods
with the same central visual yvord need to be considered for ntahing. This
reduces the complexity to O( :21 n2), where n; is the number of times the
visual word i appears throughout the video.

In the case of the episode from “Fawlty Towers' with about 16 neighbour-
hoods the method requires only about 18 dot products in comparison to about
10'? for the full O(n?) method. This translates to about 5 minutes running
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time (implemented using Matlab sparse matrix engine on a 2Gk Pentium) in
comparison to a month (estimated) for the O(n?) method.

The potential drawback is that the proposed method relies onthe central
feature being detected and matched correctly by the appeanace quantization.
However, this does not pose a signi cant problem since the righbourhoods are
largely overlapping (a neighbourhood is formed around eactelliptical region).
Consequently each object is likely to be represented by sexa overlapping neigh-
bourhoods, which decreases the chance of an object being t¢scored poorly).

The result of the ltering algorithm is a score (vote) for every neighbourhood
in all the keyframes of the video. In total there are about 1.4million neighbour-
hoods in all the keyframes. Neighbourhoods which have scorgreater than 10
(are matched in at least ten distinct frames) and occur in moe than one shot
are kept. This reduces the data to about 93,000 neighbourhads.

Stage |I: clustering the neighbourhoods from the ltering: The result of the |-

tering is that a particular neighbourhood will in general be multiply represented.
For example, if a word p occurs in one frame, and corresponds to a wor@? in
another frame, then there will be a neighbourhood based araud both p and p°
because the Itering considered every word in each frame.

To merge these repeated neighbourhoods we carry out a greegyrogressive
clustering algorithm guided by the scores computed in the ltering stage. The
algorithm starts at the neighbourhood with the highest score and nds all the
neighbourhoods which have at leasM words in common. The matching neigh-
bourhoods are combined into a cluster and removed from the da set. This
is repeated until no neighbourhoods remain. If several nelgbourhoods match
within one frame only the best matching one is extracted. At this stage the
match on the central region of the neighbourhood is not requied (as long as at
least M other regions within the neighbourhood match).

The similarity threshold M controls how “tight' the resulting clusters are. It
M is too low clusters contain mismatches. IfM is too high the data is partitioned
into a large number of small clusters where neighbourhoodsra typically found
only within one shot. Here M = 3.

The advantage of the greedy algorithm over K-clustering, eg. K-medoids [7],
algorithms is that we do not have to specify the number of clusers K, which
would be di cult to guess in advance. In contrast to the stand ard progressive
clustering which is initialized at random starting points t he current algorithm is
guided by the similarity score computed in the Itering stage.

This clustering stage results typically in several thousaml clusters.

Stage Ill: spatial-temporal cluster growing: In the previous clustering stage each
neighbourhood is allowed to have at most one match in each frae, which typi-
cally gives several “parallel’ clusters which have matchemm the same keyframes,
e.g. neighbourhoods centred on the left eye and right eye ohe same person. Here
the task is to identify and merge such clusters. Starting fran the largest cluster,
clusters which have temporal overlap for a certain proporton of keyframes and
spatially share at least one region are considered for mengg.
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Neighbourhood size N 30 50 100
initial # neighbourhoods ||1,354,0831,354,0831,354,08
after ltering 93,105 132,257 75,009
initial # of clusters 3,914 4,014 2,137
# of merged clusters 691 749 144

Table 1. Basic statistics for neighbourhoods of di erent sizes. Exanples of nal
merged clusters are shown in gures3 and 9.

A cluster can also have some keyframes missing due to for exabe mis-
matched regions which caused the neighbourhood to have lowcourrence score.
Therefore we also attempt a temporal extension of clustersnto the missing
frames. The situation can be imagined as two parallel tubes waving through
the keyframes { the tubes must spatially overlap or at least touch each other to
be considered for merging, but some parts of one of the tubesr@ missing. In
such cases we examine the vicinity of the neighbourhood whicis present in the
frame for evidence of the missing neighbourhood.

The examples presented in sectior.4 are clusters after a single pass of the
merging algorithm. After the merging stage we end up with 100700 clusters de-
pending on the scale. Tablel summarizes the basic statistics for neighbourhoods
and the resulting clusters at the various stages of the algathm.

Note that expressing neighbourhoods using (sparse) vectsrx; allows for
very e cient computation of certain neighbourhood compari sons, e.g. counting
the number of distinct visual words in common, or "histogran like comparisons
(where proper normalization of x; might be needed). On the other hand, such
a representation does not allow for e cient computation of operations where
position of the regions (or ordering with respect to the cental region [23]) needs
to be taken into account.

3.4 Examples

Figures 8 and 9 show examples from di erent clusters found for the scales 080,
50 and 100 neighbourhood in the rst episode "A touch of Clasof the TV series
“Fawlty Towers'. Figure 10 shows a more detailed example from four di erent
clusters, and illustrates the precision of the clustering nethod.

Appraisal: The method is clearly successful. Generally, smaller corgient ob-
jects, e.g. pictures on the wall, or objects which change baground frequently,
or get partially occluded, tend to appear at the smaller scaé. An example would
be the grandfather clock and the picture above the door next b it (objects 4
and 6 of gure 8). Even though they are on the same wall, in some keyframes
or shots one of them is out of view or is occluded so that they & mined as two
separate clusters at the smaller scale.

On larger scales, the algorithm nds larger consistent objets or parts of
the set, e.g. the mailboxes, the writing table (rows 1 and 3 ingure 9(a)) or the
window in the bar and the outside view of the hotel (rows 2 and 3in gure 9(b)).
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obj 1 - "Private’
217 kfrms
48 shots

obj 2 - "Postcards'
187 kfrms
43 shots

obj 3 - ‘Barometer'
127 kfrms
19 shots

obj 4 - "Picture 1'
118 kfrms
25 shots

obj 5 - "Picture 2'
81 kfrms
29 shots

obj 6 - "Clock’
117 kfrms
30 shots

obj 7 - "Book’
108 kfrms
27 shots

obj 8 - "Tie'
97 kfrms
16 shots

obj 9 - "Face'
88 kfrms
25 shots

obj 10 - "Bell'
77 kfrms
17 shots

Fig. 8. Fawlty Towers - "A Touch of Class' episode. Examples of minedlusters

at the 30 neighbourhood scale. Each row shows ve examplesdm one cluster.
The found clusters correspond to objects/parts of the set ttat occur often in the

episode. The images shown cover a rectangular bounding box the matched

neighbourhoods within the frame plus a margin of 10 pixels. e rectangles are
resized to squares for this display.
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(@)

(b)

Fig.9. Fawlty Towers - "A Touch of Class' episode. Objects and scersemined
on the scale of (a) 50-neighbourhood and (b) 100-neighboudod. The clusters
extend over (a) 39,16,15 shots, (b) 16,11,3 shots (top-down
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Fig.10. Two pictures and two owers (from Fawlty Towers - "A Touch of

Class' episode). (a) Overview of the set. (b) Two similar butdi erent pictures

(above dierent doors) are mined correctly as two separate bjects/clusters.

Top two rows: ve examples from each cluster. Bottom row: Close-up of the two
di erent pictures. (c) Two similar but di erent owers are m ined correctly as
two separate objects/clusters. Top two rows: ve examples fom each cluster.
Bottom row: close-up of the two di erent owers. This exampl e demonstrates
the precision of the clustering method in that it does not erroneously combine
similar objects.



22

Even though the clustering procedure is done carefully so tht a minimal
number of mismatched neighbourhoods get clustered we inetgibly have clusters
containing “outliers'. More severe tests to prune out such rismatching neighbour-
hoods might be necessary. It is at this point that other geomé&ic consistency
tests can be reintroduced. For example, that all corresponihg regions have a
similar change in scale between frames. Another possibijitis to use the align-
ment procedure [3] to check the matches, or even to propagate existing a ne
regions to repair mis-detections. The expense of such a matll is not an issue
since it would be applied only within one cluster.

Comparison with ground truth: There are two criteria which could be used to
evaluate the results: (1) Were all potential objects mined?(2) If an object has
been mined, were all occurrences of this object found? Wheas the second cri-
teria is relatively easy to verify by checking for all occurrences of a mined object
in a particular video, the ground truth for the rst criteria is much more di -
cult to establish on the whole TV series episode. Results fothe second criteria
are given in [27] where the performance is measured against manually marked
ground truth occurrences.

Currently, the search is biased towards lightly textured regions that are de-
tectable by the feature detectors used (corner like featurs, blob like features).
We can not tell if a particularly coloured wall-paper occurs often unless it is
somewhat textured.

4 Conclusions
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